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Abstract—Building on the collision-based cryptanalysis con-
cepts introduced in a recent study, this work provides a more
detailed mathematical treatment by extending the analysis of the
Birthday Problem beyond the idealized uniform case. We examine
anticipated collisions under a general probability distribution,
deriving expressions for the expected collision count and its
variance as functions of the sample size, analogous to the number
of people in a room in the classical Birthday Problem. By
including the lowest-order corrections, we can make practical
predictions about the underlying probability mass function,
thereby refining our ability to characterize encryption outputs
and infer the structural properties of the plaintext or encryption
scheme. This deeper probabilistic framework strengthens the
theoretical foundation for identifying ciphertext patterns and
supports practical applications in cryptography, stylometry, and
document authentication.

Keywords—Collision Curves, Y-intercept, Cryptanalysis, Cryp-
tography, Linguistic Analysis, Probability Mass Function, Birth-
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I. INTRODUCTION

Recent studies [1] have explored the slope of collision
curves when examining increasing volumes of encrypted text,
with a particular focus on an inevitable saturation of meta-
characters given enough data and classification of meta-
languages based on this slope, or equivalently, the y-intercept
via the Legendre transform, of the curve. Feistel’s [2] assertion
that all ciphers are fundamentally substitution ciphers implies
that encryption alone does not remove plaintext patterns.
While randomization can obscure these patterns, it may be
imperfect or introduce new vulnerabilities due to its pseudo-
random nature. Patterns in ciphertext enable attackers to utilize
language statistics to estimate the plaintext probability mass
function (PMF) and associate it with an alphabet, thereby
aiding their cryptanalysis.

Since Kerckhoffs [3], cryptographers have assumed a “worst
case” scenario in which an attacker knows the encryption
algorithm, plaintext language, randomization methods, and
block size. While such complete knowledge is theoretical,
identifying the PMF at equilibrium enables comparison with
known languages over various block sizes. Block treatment
forms a “meta-language” of meta-characters [4], [5], and
matching PMFs reveals possible block sizes. At integer multi-

ples of the block size, the ciphertext PMF matches the plaintext
if randomization is absent or broken.

The Law of Large Numbers [6] ensures accuracy over
time, but many languages can be ruled out early in the
cryptanalysis. Each cipher or plain text block sample comes
from a constituent set at least as large as the unique sample
set. The first appearance of an element confirms its existence,
and its subsequent repeated appearances are referred to as
“collisions.” Counting collisions quickly yields information
about the underlying plaintext and its redundancy [4], thereby
reducing language matching to a single-metric comparison.
The Birthday Problem illustrates the probability of a collision
in a sample of size N drawn from a uniform random variable
with constituent set size k:

p(N, k) = 1− k!

kN (k −N)!
. (1)

The expected number of collisions, rather than a single
experimental outcome, is the focus, accounting for variance in
the observed data. Here, we focus on expected collision counts
and variance for arbitrary PMFs. Using indicator variables,
formulas for the expected number of collisions and variance
are obtained for both uniform and non-uniform PMFs as
functions of N and k. Because language is non-uniform
[7]–[9], collisions occur sooner than in uniform cases. We
acknowledge that the non-uniform PMF Birthday Problem
has been examined in prior work [10]–[14], and our work
contributes to the expansion of the existing literature.

The method is computationally simple, and “language” is
generalized to include dialects, author-specific styles [15],
or classified document types, treating any finite set with a
defined PMF as a unique language for analysis. For large
N , calculations become challenging. This study restructures
and approximates the expected value and variance formulas
to enable simplified analysis in terms of N , k, and PMF
moments [16]. Substitution ciphers do not alter k or the
PMF moments, only relabeling elements of k [4], permitting
analysis of plaintext and ciphertext on equal footing.

In this study, we examine earlier phases of the collision
curves through careful stochastic analysis, aiming to classify
meta-languages more efficiently and effectively. The results
serve as a theoretical framework for incremental improvements979-8-3315-4568-0/26/$31.00 ©2026 IEEE
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over previous results [1], reducing the amount of data required
to reveal the context and content of the ciphertext. Addi-
tional cryptographic techniques, such as cipher-block chaining
(CBC) [17], are not considered here but will be addressed
in future work. Similarly, real languages involve conditional
probabilities which may be incorporated recursively or pertur-
batively in future studies [18] [19] [20].

II. ANALYSIS

We define the anticipated number of collisions, A, to be a
function of both the expected number of collisions, E, and its
associated variance, V . This paper presents our analysis of this
function through four theorems, including exact and approx-
imate equations for the expectation values and variances of
uniform and general distributions. The approximations require
the ratio of sample size to constituent set size, N/k ≪ 1,
and break down if the PMF is sharply peaked over a small
number of elements, effectively reducing k and increasing the
ratio. Many cases also involve N ≫ 1, as collisions are rare
in real meta-languages and a large sample set is often needed
to encounter the first collision. The first result gives an exact
equation for the expected number of collisions, including the
variance, for a uniform distribution.

Theorem 1. The anticipated number of collisions, A(N, k),
including variance around the expected value, between ele-
ments of a sample set with fixed sample set size, N , drawn
from a uniformly distributed, independent random variable
with constituent set size, k, is given by

A(N, k) = E(N, k)±
√
V (N, k) (2)

where E(N, k) is given by

E(N, k) =

N∑
α=2

(−1)α

kα−1

(
N

α

)
(3)

and V (N, k) is given by

V (N, k) =

N∑
α=2

C(N,α)

(
1

kα−1

)
(4)

with coefficients C(N,α) given by

C(N,α) = (−1)α(1− 2α)

(
N

α

)
− (−1)α

(
2α+1

(
N

α+ 1

)
−
(

2N

α+ 1

))
.

(5)

Our second result applies Stirling’s Approximation to The-
orem 1, yielding an approximate expression for the anticipated

number of collisions.

Theorem 2. The anticipated number of collisions, A(N, k),
including variance around the expected value, between ele-
ments of a sample set with fixed sample set size, N , drawn
from a uniformly distributed, independent random variable
with constituent set size, k, can be approximated by

A(N, k) = E(N, k)±
√
V (N, k) (6)

where E(N, k) is given by

E(N, k) ≈
ϕ∑

α=2

(−1)α

kα−1

Nα

α!
(7)

and V (N, k) is given by

V (N, k) ≈
ϕ∑

α=2

(−1)α

kα−1α!
Nα

(
1 + α2α−1 − 2α

)
, (8)

where ϕ is the chosen upper bound of the summation, that is,
the chosen order of the approximation.

Displayed to order ϕ = 3 and valid for k >> N >> 1 we
have:

A(N, k) ≈ N2

2k
− N3

6k2
±
√

N2

2k
− 5N3

6k2
. (9)

Although the uniform distribution approximation is helpful in
some cases, it is a special case of the more general non-
uniform PMF. Our third and fourth results provide exact
and approximate expressions, respectively, for the anticipated
number of collisions for a non-uniform PMF.

Theorem 3. The anticipated number of collisions, A(N, k),
including variance around the expected value, between ele-
ments of a sample set with fixed sample set size, N , drawn
from a uniformly distributed, independent random variable
with constituent set size, k, with a general distribution with
PMF for the possible outcomes p⃗ = [p1, p2, . . . , pk−1, pk], is
given by

A(N, p⃗) = E(N, p⃗)±
√

V (N, p⃗) (10)

where E(N, p⃗) is given by

E(N, p⃗) =

N∑
α=2

(−1)
α

(
N

α

)
< pα−1 > . (11)

and V (N, p⃗) is given by

V (N, p⃗) =

N−1∑
α=2

(−1)α
(
N

α

)
(1− 2α + 2α) < pα−1 >

+

N∑
α=3

(
1− (−1)α

2

)((
N

α+ 1

)(
α+ 1
α+1
2

)
−
(

N
α+1
2

)2
)

< p
α−1
2 >2

+2

N∑
α=4

T∑
β=2

(−1)α
((

N

β

)(
N

α+ 1− β

)
−
(

N

α− 1

)(
α− 1

β

))
< pβ−1 >< pα−β >

+(−1)N (2N + 1− 2N ) < pN−1 > −
N∑

b=R+1

(
N

b

)2

< pb−1 >2

−2

N−1∑
d=2

(−1)d
(
N

d

) N∑
f=N−d+1

(−1)f
(
N

f

)
< pd−1 >< pf−1 >,

(12)



where

T =

{
c−1
2 c is odd

c
2 − 1 c is even,

and

R =

{
N
2 N is even
N+1
2 N is odd.

(13)

Applying Stirling’s approximation to the previous result
yields an approximate expression for the anticipated number
of collisions, which provides our final main result.

Theorem 4. The anticipated number of collisions, A(N, k),
including variance around the expected value, between ele-
ments of a sample set with fixed sample set size, N , drawn
from a uniformly distributed, independent random variable
with constituent set size, k, with a general distribution with
PMF for the possible outcomes p⃗ = [p1, p2, . . . , pk−1, pk], can
be approximated by

A(N, p⃗) = E(N, p⃗)±
√
V (N, p⃗) (14)

where E(N, p⃗) is given by

E(N, p⃗) ≈
ϕ∑

α=2

(−1)
α Nα

α!
< pα−1 > (15)

and V (N, p⃗) is given by

V (N, p⃗) ≈
ϕ∑

α=2

(−1)α
Nα

α!
(1− 2α + 2α) < pα−1 >

+

ϕ∑
α=3

(
(−1)α − 1

2

)
Nα((

α−1
2

)
!
)2 < p

α−1
2 >2

+ 2

ϕ∑
α=4

T∑
β=2

(−1)α
Nα

(α− β)!(β − 1)!
< pβ−1 >< pα−β >,

(16)

with T as defined in Theorem 3 and where ϕ is the chosen
upper bound of the summation, that is, the chosen order of
the approximation.

The equations for a general distribution reduce to the
equations for the uniform distribution in the limit of equal
probabilities.

Displayed to order ϕ = 3 and valid for 1
<p> >> N >> 1

we have:

A(N, p⃗) ≈ N2

2
< p > −N3

6
< p2 >

±
√

N2

2
< p > +

N3(< p2 > −6 < p >2)

6
.

(17)

The results display Poisson behavior in the early phases of
analyzing collisions, where expected value and variance are
equal:

E(N, p⃗) ≈ N2

2
< p >≈ V (N, p⃗) (18)

This is not unexpected, as collisions are typically rare
events, for most meta-languages, well in advance of the steady
state analysis of [1]. Arbitrary accuracy may, of course, be
achieved by calculating to higher orders of ϕ as N gets larger
or as the problem demands greater precision.

III. IMPLICATIONS

It is crucial to examine how shifting from a uniform PMF
to a general one affects the expected number of collisions.
Many cryptographic studies assume approximate uniformity
to apply standard results from the Birthday Problem. Consider
an exponentially distributed random variable with probabilities
pi ∝ e−νi for i = 0, . . . , k−1. For large k, the continuous limit
can be applied (k → ∞, PMF → PDF ). The exponential
distribution then reflects a state of maximal entropy with
expected index < i >= 1/ν:

pi = νe−νi, < pn >m=
νnm

(n+ 1)m
. (19)

This form approximates the single-letter PMF of English
[4] and can extend to larger block sizes. While single-letter
substitution ciphers do not require collision analysis, larger
block sizes do. For instance, let ν = 29/k, so that i = k/28

corresponds to a probability drop by a factor e−2 ≈ 0.135.
Then < p >= ν/2 = 28/k. Using the lowest-order estimate
(α = 2) from Theorem 4, the expected number of collisions
is

N2 < p >

2
=

N2ν

4
= 28

N2

2k
, (20)

compared to N2

2k for a uniform distribution, and solving for
N to reach one collision gives

N =

√
4

ν
=

√
2k

24
, (21)

16 times smaller than the uniform case. For k = 231, the first
collision occurs at N = 212 = 4096 instead of 216 = 65536,
with 28 = 256 expected collisions at N = 216.

These parameters illustrate the effect of a non-uniform PMF;
other values of ν or PMF forms, such as a power-law [21],
may also apply. A complete functional form is unnecessary,
as knowledge of element probabilities suffices to compute
any moments [16] and perform collision analysis. Deviating
from uniformity increases the expected number of collisions,
reflecting the reduced entropy of the underlying language or
system.

For completeness, assuming an exponential distribution with
arbitrary ν, the anticipated number of collisions is

A(N, p⃗) ≈ N2ν

4
− N3ν2

18
±
√

N2ν

4
− 7N3ν2

36
. (22)

IV. DERIVATIONS

The proof of the equations for the expected number of
collisions follows Siegrist’s method [22], summarized here.



A similar approach is discussed in the context of the formulas
for variance. However, a more detailed set of proofs will be
provided in a subsequent paper due to the significant level of
complexity.

Let Yi count the number of times that a particular meta-
character appears in the text, with i ranging from 1 to k. If
the ith meta-character has not appeared, Yi = 0. Let Xi be
an indicator variable such that Xi = 1 × (Yi = 0). Thus,
Xi will equal 1 if Yi = 0, and will equal 0 if Yi > 0. This
variable will therefore indicate whether or not a meta-character
has appeared in the text, disregarding repetition. Each Xi is
considered statistically independent from all other Xi’s in this
analysis.

Each meta-character has a unique probability, pi, such that
the sum over all pi = 1. We determine the expected value of
Xi to be

E(Xi) = 1 ∗ (P (Xi) = 1) + 0 ∗ (P (Xi) = 0) = (1− pi)
N .

(23)
Now define a variable U that counts all of the meta-

characters that have not been encountered, thus,

U =

k∑
i=1

Xi. (24)

Hence, E(U) will be the sum of each E(Xi) as defined
above. Next, we define V to be the number of meta-characters
that have been encountered, V = k − U , and therefore, the
expected number of characters we have encountered is

E(V ) = k −
k∑

i=1

(1− pi)
N . (25)

The definition of a collision is the occurrence of encoun-
tering a meta-character more than once. We define a variable
C to count collisions of meta-characters as a function of N
intercepted meta-characters. Then C = N − V = N − k + U
since we must subtract the first time we encounter a given
meta-character, due to the initial encounter not being a col-
lision by definition. Therefore, E(C) = N − k + E(U) and
thus

E(C) = E(N, p⃗) = N − k +

k∑
i=1

(1− pi)
N . (26)

Applying the binomial expansion, we have:

E(N, k, p⃗) = N − k +

k∑
i=1

N∑
α=0

(−1)
α
(pi)

α

(
N

α

)
(27)

which reduces to

E(N, k, p⃗) =

k∑
i=1

N∑
α=2

(−1)
α
(pi)

α

(
N

α

)
. (28)

We use the following notation for the various moments of

the PMF:

< pα−1 >=

k∑
i=1

(pi)
α
, (29)

which allows us to rewrite Eq. 28 as

E(N, p⃗) =

N∑
α=2

(−1)
α
< pα−1 >

(
N

α

)
. (30)

In the limit of large N, we asymptotically approach a
collision curve of slope unity, which is clear when examining
Eq. 26 and makes intuitive sense, as we will have encountered
(nearly) all meta-characters given a large enough sample set
size, clearly verifying the efficacy of the methods applied in
[1].

Non-uniform probability distributions can take arbitrary
forms. Probability moments are maximized when one of the
k elements has probability 1 (others 0), minimizing entropy,
and minimized for the uniform PMF, which maximizes en-
tropy. Realistic languages are usually closer to uniform, with
moments of order γ, ⟨pγ⟩ ∝ 1

kγ . For small k, direct use of
the original equations is simpler, but for k >> N >> 1,
Theorem 3 is more efficient for approximating expectation and
variance. Considering only the first three sums of the variance
in Theorem 3 and using the uniform PMF as a rough moment
approximation, each term will be proportional to:

Nα

α!kα−1
=

k

α!

(
N

k

)α

(31)

For k = 10, 000 and N = 1000, terms decrease by roughly
a factor of 10α, so accurate approximations follow from just
the first few α.

If k is large but most probabilities are near zero, these
approximations fail, and almost all blocks are collisions.
Theorem 3 still holds, but all sums must be computed. In
the extreme where all but one meta-character has zero proba-
bility, k is effectively reduced, entropy is minimized, and the
message becomes trivial, similar to the uniform PMF case.

For many relevant scenarios, the expected number of colli-
sions may therefore be calculated with arbitrary accuracy. To
the lowest order, the expected number of collisions is then:

E(N, p⃗) ≈ N (N − 1)

2
< p >≈ N2

2
< p > . (32)

In the case of uniform distribution, pi = 1/k, but this occurs
only in the instance of maximal entropy and does not represent
an actual meta-language [9]. However, we can easily determine
the expected number of collisions in this situation.

E(N, k) =

N∑
α=2

(−1)
α

(
1

kα−1

)(
N

α

)
. (33)

The expected number of collisions can be estimated with
arbitrary precision simply by expanding in increasing orders
of kα. To lowest order (α = 2) we have:

E(N, k) ≈ N (N − 1)

2k
≈ N2

2k
, (34)



where the second approximation holds for N2 >> N .

Using similar methods, the variance in the expected number
of collisions can be computed. We define Yi, Xi, pi, N , V ,
and U as done above. Recall that the number of collisions, C,
will be equal to N−k+U . Thus, since C and U differ only by
constants, we note that var(C) = var(U) = E(U2)− E(U)2.

Since U =
∑k

i=1 Xi, we have that

E(U) =

k∑
i=1

(1− pi)
k. (35)

Next, we calculate:

E(U2) = E

( k∑
i=1

Xi

)2


= E

 k∑
i=1

Xi

k∑
j=1

Xj


= E

 k∑
i=1

∑
j ̸=i

XiXj +

k∑
i=1

X2
i


=

k∑
i=1

∑
j ̸=i

E(XiXj) +

j∑
i=1

E(X2
i ).

(36)

We note that Xi can only take on the value of zero or one,
and therefore E(X2

i ) = E(Xi) = (1−pi)
k. We also recognize

that E(XiXj) will be non-zero only when both Xi and Xj

are equal to one. Thus, since Xi and Xj are taken to be
statistically independent in this analysis, the probability that
we have not encountered the ith or jth meta-character is
(1− (pi + pj))

N . As such, we have,

E(U2) =

k∑
i=1

∑
j ̸=i

(1− (pi + pj))
N +

k∑
i=1

(1− pi)
N . (37)

Combining our results from Equations 35 and 37, we have
found that

V (N, k, p⃗) = var(U) =

k∑
i=1

∑
j ̸=i

(1− (pi + pj))
N

+

k∑
i=1

(1− pi)
N −

(
k∑

i=1

(1− pi)
k

)2

.

(38)

We can easily obtain a similar result for the variance with
a uniform distribution.

V (N, k) = k (k − 1)

(
1− 2

k

)N

+ k

(
1− 1

k

)N

− k2
(
1− 1

k

)2N

.

(39)

V. CONCLUSIONS AND FUTURE WORK

This study has thoroughly investigated an approach to ascer-
taining information about an underlying meta-language simply
by counting collisions and studying their mean and vari-
ance. The theoretical framework presented enables incremental
improvements to available tools [1] to eliminate possible
languages and encryption schemes, thus reducing the amount
of ciphertext required to reveal the underlying structure of the
plaintext [4]. A Poisson distribution governs the early phases
of the collision curves, and a mathematical framework is
developed to provide additional terms for increasing accuracy.
A linear relationship is achieved when collisions are saturated,
and the analysis enters a steady state. Subsequent work will
explore simulations leveraging these tools to test the efficacy
and limitations of these methods, as well as provide a more
formal proof of the theorems presented.

Applications include exploiting poorly distributed random
variables [5] in cryptographic attacks; for example, if k
denotes the size of a hash set and the underlying distribution
is exponential (Eq. 19) rather than uniform, collisions may
increase, aiding malicious actions. Another application is to
infer the underlying block size and PMF from collision counts.
For encrypted files with unknown language, collision data can
help identify or exclude possible PMFs [23], revealing charac-
teristics of the data (e.g., technical or military). Larger block
sizes often render many meta-language elements negligible
[4], [5], allowing the use of an adequate set size, keff , to speed
calculations. However, since expected collisions and variance
depend on probability moments, negligible probabilities must
remain insignificant relative to these moments, and N/k must
remain small for valid approximations.

Even for unencrypted data, collision counting can aid
document authentication via stylometry, as authors’ unique
characteristics imply distinct PMFs [15], thereby assisting in
verifying authenticity or detecting fraud [24]. Collision count-
ing also suggests a phase transition: from out-of-equilibrium
(collisions are rare and Poisson) to equilibrium (collisions
saturate and PMF stabilizes), with N parameterizing time.
This approach may inform statistical mechanics, for example,
when particles equilibrate in a heat bath. Collision counting
provides insight into steady-state probability distributions,
which then further define entropy. Future work will explore
this relationship to bridge the gap between information theory
and physical systems, utilizing collision counts and entropy.
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